Discrete Diffusion Language Models
From Transition Matrix to Frontier Models

D3PM - SEDD - MDLM

Transition — Rate & Score — Reverse Design

MuliLAB Journal Club
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D3PM

How do tokens move?

Transition matrix Q

| opx|o: x|29 B

D3PM (NeurlP$ 2021) | SEDD (ICML 2024) | MDLM (NeurlPS 2024)
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SEDD
How fast do they move back?

Rate matrix + ratio R

03

MDLM
How do we simplify reversal?

Reverse kernel + weighted CE

452 OoC|Mx| g, A BE2 B2 0|FH =R


https://arxiv.org/abs/2107.03006
https://arxiv.org/abs/2310.16834
https://arxiv.org/abs/2406.07524

00 Running Examp]e :A/B/MASK absorbing process2 2 E H A2 HZ ST ngs

R (rate matrix) Q= exp((In 2)R) The same process in three views
A B M A B M
A 1 0 0 A 05 0 0 D3PM Q= exp((In 2)R)
‘ 0 * 0 : 0 05 ° SEDD dpt/dt =R pt
Moo 1 0 M 05 05 1
MDLM t=1-exp(-1)

po=(0.7,0.3,0)7

Columns: source - Rows: destination Q B=05

I t=05o1t=In2 / t=075<1t=In4


https://arxiv.org/abs/2107.03006
https://arxiv.org/abs/2310.16834
https://arxiv.org/abs/2406.07524

01 Transition Matrix :Qi=24FEHj0lAl i2 2 &2 (column convention)

A B M
Nonnegative
A .5 0 0 Q;20: 52| Ho| &2 girt
Q . 0 5 0 )
Mass conservation
w 5 5 1 Zt column®| B2 1; SE X 0| EEEICH
I MASK — MASK = 1 : absorbing state= forwardOflA| B10{L}X| =L}


https://arxiv.org/abs/2107.03006

01 Corruption Kernel :Qoil @2+ Itdi = 320 2640 L2taCt

MuLILAB

UNIFORM DISCRETE GAUSSIAN ABSORBING

ojH EZCRE 0|5 QIES HEHE 2 M £ MASKE 0| &
Vocab TIA|0f| 22 4 =M FR7ENE O & A (erasure) 2 E Y
8 .11 aG—j)? 8 .15 .05 b5 00
Q=01-8 1+k11T 1 8 1 Q,J:><e7'\’*lj>J = (15 .7 .15 Q=(1-B)I+Beul' =0 5 0
1.1 8 .05 .15 .8 5 .5 1
B=0.3,k=3-4El (A B,C) =M Us HEH (1, 2,3) - Ol Al =X] B=0.5-4EH (A B M)
I D3PM2| HAIX|: “noise”= XAt SIMO] OtL|2t HE FO| & Holst= WAO|CL


https://arxiv.org/abs/2107.03006

01 Forward :

QE =0t Y AMFYxE AT M2 = Ul
MuLILAB
Po Q1 po Q2Qz1 po Q3Q2Q1 po
A G 0% A 35.0% A 17.5% A e 2%
B - 30.0% -» B - 15.0% -> B . 7.5% - B ' 3.8%
b s M G 0w L G B0

q(x; | xo) = Cat( G; exo) )

Q = Q - Qi SHLIE X0l x,E HIE

M O

Q=0 Q-1 Q1
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https://arxiv.org/abs/2107.03006

01 Two Steps :step M= =8 050/ F siep T A 0258+ =L}

MULIEAR

A B M A B M
2
Q A 5 0 0 Q A .25 0 0
B 0 5 0 B 0 25 0
™M 5 5 1 ™M .75 75 1
I X=A —- x1:A050/MO0.50 — x:A025/MO0.75


https://arxiv.org/abs/2107.03006

01 Posterior :BayesruleS M0| #Zo| FAZ M)

MuLILAB
i—=J k—i
a(zey =i | @ =4, o= k) = ql@e=j |z = Z? g(xs—1 =i | z0 = k) _ Qt[],ll Qg,l[z, ]
4@ =720 =F) QA
S
k—j
Markov S E 2 q(x, | X1, Xo) = qlx; | 1) - E =S &Ef (O] LHES| H7|)
T _
o (Qfe) © (Qerer) =
oot | o =g z0 =) = SELGEEE, Q= Qi@
QTe; ZHi0AM j2 Z 28 (B )) - Qe xo=KkOIA Zfio] A 2HE (2 k)
Be(1 = Bi1) Bi1
2y =M: =g | ) = 2t Pel) T =M]|.) = Pl g S G =
R R I CRERIEES SRR

Bi=1-TT.< (1 - Bo): tstep QHOIl MASKZ} S| RAS £ =5

EXHE X0 = %1 - x B2 HEO0|W, 2R E I FEE2| go|ch


https://arxiv.org/abs/2107.03006

01 Posterior Example :x-A. x-MASK [ 2 £

S5 0 0 250 0
Q=10 .5 0], Q:=Q*’=|0 25 0 (rows, cols = A, B, M; cols = source)
b5 51 75 75 1

5 5 o) o 3
QTew = |5| @ Orea =lo| = | 0| Z2BA=B 1
o 1 by 5 5 2/3

row M of Q col A of @

5] [5 251
z=A: [0|o]o|=]0] =25 (1,0,0) still visible = ;= A
0 5 0

| x2 = MASKE B8, 2 1/3 282 0}%| A1 2/3 52 0|0] MASKCE.


https://arxiv.org/abs/2107.03006

01 Reverse Model :pox: | x)E x MIZ22 1370

DIRECT

Xo-PARAM

VECTOR

po(zi—1 | 2¢) = Cat(z—1; softmax(fy(zy,

~
~
=
=
=

7HS SRR, forward 7t 518 5HX| = TO|0 = 2ES & 4= UCH

po(@io [ @) o< Y a1, | #o) BolEo | o) =Y q(we | 2-1) g(wio1 | o) Po(@o | 21)
o %o

Posterior] x, Xt2|Ofl 2O G =3+ £ 56k, | x) & Z=CH(D3PM A 4)

= 3T

Po@i-t |71 =3) o (Qfe;) © (Qu1pol- |2)  (posterior: ex — o)

B
) 75] 1%, (0.233, 0.100, 0.667)


https://arxiv.org/abs/2107.03006

0 1 Tl‘ail]ing : Step® KL} auxiliary clean-token CE

KL (a(xe-1 | Xe Xo) || pO(xe-1 | X))

Known target q Learned p©
Forward Q2} Cf| O] Ef xo 2 Bayes posterior |4 Neural denoiser2| clean-token 0 52 2 reverse 74
| D3PMOA & LEHEQI Q& X 2|5t MASK-only Th=3t= 0|F MDLMO]A] di& 0] EIC


https://arxiv.org/abs/2107.03006

01

Inference :x2 2222 po2 M= 2 A FO|E =26 W30
MASK —- PO(Xo | x¢) —- sample X;-1 —- until t=0
I S 4l: Forward7t ZE % q2t HIO[E{0fl A EH&% poE ATl Huers s-BICL


https://arxiv.org/abs/2107.03006

02 Continuous Time :At— 00l A transition matrixS & & 5} 5} rate matrix ) & Ct

Q(At) = exp(ATR) = I +AtR

Discrete view Continuous view
ok #0j| 0|5 & &HE q(ar) = H O 2 0| FShe rate R

I SEDD2| M 7|0{= rate XIH|7} OfL| 2}, HESF ratel]| E L%t discrete score & 0|LC}.


https://arxiv.org/abs/2310.16834
https://arxiv.org/abs/2107.03006

02 Rate # Pl‘Obability 1 2 820, off-diagonal 2 HIS =

MuLILAB

A B M
R(M,A) = 1
R A -1 0 0 A7t MASKZL El= =2 HOol g

B 0 =il 0
P(A->M in At) = At

M 1 1 0 A2 ol M HEE st
R columns sum to 0
Zt MEHO| A LEPtH= rate2t diagonal @&

| Ratel= TH9IA|ZHE HO|20|M, ATE Zofof 2E0| HLt.
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pt(A)

dpt/drt=Rprt -> pt = exp(tR) po

pt(B)

0.7 eN(-7) 0.3 eM-T)

2 E2 AB2| 70:30 H[E2 |X|k|11, MASK ZZTH HH

pt(M)

1-eNM-T)
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02 Mass Flow : 22 forward processE 215 A2t R2 2=

MuLILAB

[ PN @: B mask
| A9} BO| HZL 70 : 30 HIE2 SXI8 K| MASKE 0| S8t}


https://arxiv.org/abs/2310.16834

02 Reverse Rate : 928 ratelil= CIOIH BIES BHHE
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Re(y, x) = Rt(x, y) % pt(y) / pt(x)

MASK > A MASK -> B

1 x .175/.750 = .233 1 x .075 / .750 = .100

I ZH: &H A RHME pr(x)7t HF SHMAM SEHE X AL 5= 2UCh


https://arxiv.org/abs/2310.16834

02 DSE :Forward kernel 2 & Jts8t 2H

27

i

=L

s8(x,t)y = pt(y) / pt(x)

|on=A |on=B

Forward ratio qt(A|A)/qt(M|A) =1/3 Forward ratio qt(A|B)/qt(M|B) =0

E[target | xt=M] =0.7 x 1/3 + 0.3 x 0=0.233

| SEDDE pt XHAI7} OFLI 2t SHEH| pr(y) / pr() S St&dich.


https://arxiv.org/abs/2310.16834

02 Pipe]ine : ScoreE 0l =0t H reverse generator)t & ol &1 Ct S0

Forward noise Train score Reverse rate Sample
- - -
sample xt ~ qt(-| o) minimize score entropy Rt from s8 and R small reverse-time steps
I SEDD7} S &3t A: 222 2 REE YEUME HY rateE SHETICL


https://arxiv.org/abs/2310.16834
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03 Absorbing :Masket »et =

General discrete corruption Absorbing MASK corruption
A->AB,C, .. A - A or MASK
I HEf 372 HE Bt 2IX|2| posterior support= {MASK, original token}# 0| LC}.


https://arxiv.org/abs/2406.07524

03 Forward :

Linear schedule2| t= ¥ X E &

t=0.00

t=0.50

The

The

cat

()

t=0.75 [

[M]

)

[

M]

sleeps

sleeps

sleeps

t=1.00 [

[M]

) (

M]

)
)

|

@R

[M]

)

Single-position rule

P(x=M | xo) = t

P(x¢=Xo | Xo) = 1-t

Fo|: MM 2EoM MASKS| = FES — 7|t 2L x t


https://arxiv.org/abs/2406.07524
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03 Posterior :t— stk MASKE SIS 2202 ==}

a(x; | x=M, Xo) = (s/t) 6M + ((t-s)/t) 6xo

KEEP MASK REVEAL ORIGINAL
s/t=2/3 (t-s)/t = 1/3
| Of|A|: t=0.75 — s=0.50. 0|0] MASK?! A & 1/38 S HCL


https://arxiv.org/abs/2406.07524

03 SUBS : Clean-token predictor2 backward kernel2 & | &t Ct

MuLILAB

PO(x; | x=M) = (s/t) 5M + ((t-s)/t) pB(xo | x)

Rule 1 - No MASK prediction Rule 2 - Carry over
pB(xo | X2l vocab ZHE Al MASKE 022 H7 0|0] E2{t token2 CHS EHAIOAM = CHE RX]|
I 2tX 3t reverse distribution0| clean-token logits + Z% & mixing weight2 EH EIC}


https://arxiv.org/abs/2406.07524

03 KL — CE :MASK 28 KL 80| AF2tXI D B E log 220t LH=C}

KL(q || p8) = - ((t-s)/t) log pB(xo | x,)

l

L = E [(1/t) Zi 1[x,i=M] - (-log pB(xo,i | X.))]

I 1/t ThE8h masked-token 7= 274 0| OfL|2} H=XA|ZF ELBOO|M LE2 A|ZH 7HSX].


https://arxiv.org/abs/2406.07524

03 Reverse Step :SEDDZ 22 £XH0i =, 0{J| Al 0.2332 0|t

MuLILAB

t=.75->s=.50 p6(A | M)=.70, p6(B | M) =.30

MASK A B

2/3 (1/3) x 0.7 (1/3) x 0.3

0.667 0.233 0.100
I Reverse distribution: P(M) + P(A) + P(B) = 1.000


https://arxiv.org/abs/2406.07524
https://arxiv.org/abs/2310.16834

03 Inference : &2 & 2l corruption, A4 2 denoisero| ¥H= 5

T

MULIEAR

100 [ v J[ v] ][ m)

t=0.67 The [ [M] J [ [mM]

-

RIS
]
t=0.33 The cat @ here

t=0.00 The cat sleeps here

4

I Step = Z& — E AMSX|E ME o|ESH= EE2S HF YH =S EHO| WO H 5= QAc.


https://arxiv.org/abs/2406.07524

04 Synthesis . &2 absorbing Bl M2 HASH N =2

Key object Q, : transition

R : rate p6 : clean-token
Forward Q=TQ dp/dt=Rp Mask(xo,t)
Learning KL + aux CE Score entropy Weighted masked CE
Reverse Bayes + pB Ratio x rate SUBS mixing
Take-away Which transitions? Which reverse rates? How simplify reverse?
I N =E2 Z2 absorbing 3’4 S H0| 3, rate, reverse A2 CHELCE.

D3PM (NeurlP$ 2021) | SEDD (ICML 2024) | MDLM (NeurlPS 2024)


https://arxiv.org/abs/2107.03006
https://arxiv.org/abs/2310.16834
https://arxiv.org/abs/2406.07524

05 Perplexity :LMIBEHIZE PPL &8t (]), #22 81&20| T

fn
o
I
1o
4
M

Parameters  PPL ()

A S Transformer-X Base [ 3] 0.46B 23.5
HIOTESIessive omniNety [61] 100M 215
BERT-Mouth [64]t 110M <142.89
Diffusion D3PM (absorb) [1] 70M <76.90
- Diffusion-LM [30]" 80M <118.62
DiffusionBert [26] 110M <63.78
SEDD [33] (33B tokens) 110M <32.79
Autoregressive  Transformer (33B tokens) 110M 2232
(Retrained) Transformer (327B tokens) 20.86
Diffusion MDLM (33B tokens) oM <27.04
(Ours) MDLM (327B tokens) <23.00

Z%: MDLM (NeurIPS 2024), LM1B test perplexity - < HA|+= diffusion 2 2 | likelihood bound (4} St

ot

D3PM 70M / SEDD-MDLM 110M - CtE SH& 2 - Diffusion =X|:= PPL upper bound

MDLM (NeurlP$ 2024) | SEDD (ICML 2024) | D3PM (NeurlPS 2021)
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https://arxiv.org/abs/2406.07524
https://arxiv.org/abs/2310.16834
https://arxiv.org/abs/2107.03006

05 7-8B Models : Dream 7B - LLaDA 8BS AR base model H|

M Dream 7B (Diffusion) Wl LLaDA 8B (Diffusion) Quwen2.578 (AR) [l LLaMA 38B (AR)

100
75
50
25
o

MMLU ARC-C RACE GSMBK MATH GPQA  Humaneval MBPP  Countdown  Sudoku Trip planning

Z7%: Dream 7B (2025) - Diffusion: Dream 7B, LLaDA 8B / AR: Qwen2.5 78, LLaMA 3 8B
| U8 AC/AE 452 ZHGK|D BE £ S0t £7|3} W0l Hat AN HmE oL


https://arxiv.org/abs/2508.15487

05 Block Diffusion : == AH0I= AR, 22 92 diffusion

ATTENTION | 4 GENERATION

M8 B @ BB Block 1 Block 2 Block 3

block 2 - step 1 The cat EE’

block 2 - step 2 The cat II"EI

block 2 912 me | o |I|

block3 Al me s nee | w [ |
L'=1 1<l<L L'=L
[ @ L
AR Block Diffusion MDLM

I =& A0l ARO|2} KV cache®t 7} ZO|7} 7ks3tn, 25 Q2 HEE STCL


https://arxiv.org/abs/2503.09573
https://arxiv.org/abs/2406.07524

& 2ol 100B MoEZ =&

knowledge inheritance

05 Scale :LLaDA2.0: AR 22 diffusion2 2 &

AR pretrained
block - full - block

01

Diffusion adaptation

02
SFT + DPO

Post-training

100B

03

LLaDA2.0-flash - MoE
29| 7hs’do|ct.

Z=5ICt" 7t OtL| 2} frontier-scale &H&-Hi

22 “Diffusion0] ARELCt T4 2

LLaDA2.0 (2025)



05 Decoding :LLaDA2.19l +& 1 LLaDA229| &2 - AtH|

LLaDA2.1 - token-to-token LLaDA2.2 - insert / delete
SYYE EF 2 CHA| 510 - S =5 ZHEBCH 4 ZOJMR| =7 7H5 % Levenshtein editing.
HumanEval+ : =& 211 892 TPS SWE-bench Verified : 22 7tE 49.28%

I O|X| A7 CH&2 denoiserto] OfL|2}, XX E st AX| CHA| =HEX|0f| 28t decoding policyLt.

LLaDA2.1(2026) | LLaDA2.2 (2026)



05 Diffusion VLM :0l0iXs =2, &

B Bl A E0}

diffusion@ 2

[

ARCHITECTURE

visi::; Err:czoder - m::lle.; . L dLLIn:;:I;!;one ) a[:i:/nesr
+question tokens
= I:Il:ll:l What animal ? | It || ™M] || a || ] |
k] I:":":I What animal ? | M1 " m] " M1 " m] |—> Itisacat
AU (24 clean) ST maskstl S
| o|nX|9} HES ZUOE £1, U HAE masked diffusion® 2 MABHLL
DAV (CVPR 2026


https://openaccess.thecvf.com/content/CVPR2026/html/You_LLaDA-V_Large_Language_Diffusion_Models_with_Visual_Instruction_Tuning_CVPR_2026_paper.html

O5 Latency :Step 47t Z01 = step& H A2 T cache HAIBH S THECH

Latency = NFE X cost per forward + overhead

Autoregressive LLM Full-attention dLLM
More calls, but highly effective causal KV cache Fewer calls possible, but expensive full-seq denoising
I S ¥ hardware - output length - batch - quality®i|A] latency / throughput / NFES &7H| H|i.


https://proceedings.mlr.press/v306/liu26fi.html
https://arxiv.org/abs/2508.15487

06 Kernel Choice : Uniform-state® mixed corruption® 72 M &E

Acc. (1) Throughput (1)

Prior work .
SMDM-IB"' 58.5 -

LLaDa-8B 70.7 -
Ours
AR-1.7B° 62.9 25.6
MDLM-1.7B’ 58.8 24.6
Eso-LM-1.7B} 334 25.6
Duo-1.7B" 65.8 24.6

GSMB8K (1) - S =2 Lj B/ - Duo= MDLME L HEHE 7} = X| B validation PPLE £ 2|

N : Scaling Beyond Masked Diffusion (ICML 2026)

I MASKZ} g4t 2| M 9| corruption kernel21X| = OFX Gl & Z0|C},

Scaling Beyond Masked Diffusion (ICML 2026)


https://proceedings.mlr.press/v306/sahoo26a.html

& 5l few-step consistency

06 Few-step : Posterior bridgeS & &
Teacher-like path X1 9 X2 9 X3 9 9 Xg many network evaluations
Compressed path X1 Xg fewer evaluations; harder bridge
LA StLE?

F7k: M2 NFEO|M EE S |XISHLE? X S2 E=o= HOtLt

i

Consistent Diffusion LMs (ICML 2026)


https://proceedings.mlr.press/v306/amin26a.html

06 Reuse : 22 L=20HHIP OIS =8 9% 9 hidden stateJ} HF I Cf

Step t Step s

The @ The cat

h(The) = f(The, [M]) h(The) = f(The, cat)

dLLM-Cache: up to 9.1x fewer FLOPs (LongBench-HotpotQA)

I AT EE: 0{H layer-token-stepO M KVE XHAIESH = EX0| FXIEHI?


https://proceedings.mlr.press/v306/liu26fi.html

S HHE A7 Mo A2

07 Takeaways : Al Jixi =

MDLM

SEDD

D3PM
Simplify reverse sampling

Learn reverse dynamics

Design the corruption

Which would you change first: the kernel, the reverse rule, or inference?

getet.

2 reverse dynamicsE, pO= samplingS

I = corruption2,
BN (e 20211 | SED0 (CAL 20261 | ALDLAE (el 20241 | Scaling Byt ke Difsian (CAL 20261 | Consitent Dfuson Lyvs LCHL 20261 | 4140 Cache (Ch1L 202
38


https://arxiv.org/abs/2107.03006
https://arxiv.org/abs/2310.16834
https://arxiv.org/abs/2406.07524
https://proceedings.mlr.press/v306/sahoo26a.html
https://proceedings.mlr.press/v306/amin26a.html
https://proceedings.mlr.press/v306/liu26fi.html
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A]_ Conventions : =22 A (=2 2L X 2HL £ AUSD) ﬁs

This seminar - column convention D3PM paper - row convention

p(next)T = p(current)T Q

p(next) = Q p(current)
Q(A,M) = A > MASK

R(M,A) = A > MASK

I 8% 2Ol Xto|7} ofL| 2} HE| /Y Ee| #7| & Xto]o|Ct.

D3PM (NeurlPS 2021) | SEDD (ICML 2024).

APPENDIX


https://arxiv.org/abs/2107.03006
https://arxiv.org/abs/2310.16834

FHl
S|

A2 D3PM Posterior : 222 & TJ|et 0] 2Ho| & e

- _
2 Qp © 20 Q-1
X q(ze—1 | 4, 0) = Cat(:ct_l- —---—-_-———---)
PAPER - ROW ! ) zo Qt ‘,L‘;l—

X, Xoi= one-hot BHE, Q[i, j] = qlx =] | x-1=1)

. (QtTej) O] (Qt—lek)
Q@1 |2 = J,mo = k) = ~——Fg "
’ T0en

Qfi,1=ax=i|%-1=]j), Q_col=Q_row"
Dl Quaali K = (QuQe-1) UK = Qili Kl = D a(wa =il =1

| S A2 22 posterior0| ], WHS M3 B7| Ato|Y o|ct,

D3PM (NeurlPS 2021)
APPENDIX 40


https://arxiv.org/abs/2107.03006

A3 Stay MASK :s@t t2 masking event= = & 2t

>
L]
=
A
o

P(Mats|Matt)=P(Mats)/P(Matt)=s/t

P(reveal betweentands | Matt)=(t-s)/t

| s A|H9| MASKE t A|HOIE MASKO|E 2, §X| EE2 s/tCl.

MDLM (NeurlPS 2024) | D3PM (NeurlPS 2021)
APPENDIX 41


https://arxiv.org/abs/2406.07524
https://arxiv.org/abs/2107.03006

A4 DSE Target :

0l marginal ratioJ} &I Ct

FA
h
3!
=
L
10
08
Y

MuLILAB

| 70l: 708 ME| targeto] T W FHEE

SEDD (ICML 2024).

APPENDIX

Exo | xe=x [ qt(y|xo) / qt(x|xo) ] = pr(y) / pt(x)

H|E0|2t= K2

OfL|Ct.


https://arxiv.org/abs/2310.16834

A5 Tt AASS URHE 22 forward marginalS 2 =C

MuLILAB

t=1-er-1) & = —-log(1-t)

SEDD att =In4 MDLM t=.75 - s=.50
MASK = A : instantaneous rate 0.233 per unit t MASK - A : finite-step probability 0.233
| 0.233 = 0.233 O|X| 2t |0|@} A|ZF EHRlE ChCh

SEDD (ICML 2024) | MDLM (NeurlPS 2024)
APPENDIX 43


https://arxiv.org/abs/2310.16834
https://arxiv.org/abs/2406.07524

A6 KL — CE :Lincar masking® 125 A12+ 2510] 1/t JIE X Z 0

min

Ct

Step KL = (At/t) x CE(masked correct token)

I over steps > [o' (1/t) CE(masked correct token) dt

Estimate with t ~ Uniform(0,1)

| MASK H|€ t9} interval mask 28 B,—, = (t—s)/(1-s)= M2 C2C}.

MDLM (NeurlPS 2024)
APPENDIX 44


https://arxiv.org/abs/2406.07524

A7 BERT vs MDLM : Z A= reverse chaind} likelihood objective2| X}0|

BERT-style MLM MDLM

Masked positions predict tokens Random continuous masking levels

Often fixed corruption recipe Explicit reverse kernel (SUBS)

Generation possible through iterative schemes Likelihood-bound weighted CE
I Xt0| = “BERTE= MM E7H5"0| OfL| 2} generative process2| BA|H g ZHo|LCt
MDLM (NeurlPS 2024)

APPENDIX 45


https://arxiv.org/abs/2406.07524

A8 Metrics :PPL A8, HE T TPS, FLOPs= A2 CHE X EC}

PRLY Hetst MM 28 XHH| 7L ObL| 2 upper bound 2 4= UL
Accuracy 52 benchmark, prompt, decoding budget 2 X| 2+l
s 1 GPU, precision, batch, output length, quality Z=74 29l
FLOPs & ZAEE B2 wall-clock latency 7HM 2 &
I PPL 4%t HE T, TPS, FLOPs ZAE M2 A HluE =+ ich
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