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MOTIVATION & PROBLEM STATEMENT

3 Million+
Deaths/year from respiratory diseases

Lung cancer, TB, Asthma, Pneumonia, COPD

Five major WHO-listed diseases

#3 Global cause of death

Pulmonary diseases

Class Imbalance

Abnormal samples are rare; dataset skews toward normal respiratory 
sounds

Feature Ambiguity

Normal & abnormal sounds share noise + normal respiratory compon
ents, makes separation difficult

Inter-class Similarity

Complex abnormal patterns (crackle+wheeze) resemble single-symptom 
ones

Deployment Constraints

SOTA models exceed 380MB — too large for mobile/wearable 
deployment

Introduction02 : Key Challenges
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CycleGuardian is a lightweight framework designed for automatic respiratory sound classification. It 

integrates feature diversity with advanced clustering and learning modules.

03 Proposed Framework: Cycleguardian
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• Mel Spectrogram (STFT + Mel filter)

• Gamma Spectrogram (Gammatone filter bank)

• CQT Spectrogram (Constant Q Transform)

• Concat → 3-channel S ∈ ℝ^(c×m×n)

• Group by 20-frame windows (25% overlap)

• GFE Unit encodes each frame group g_i

• Improved Deep Embedding Clustering (IDEC)

• Group Mix Contrastive Learning branch

• Shared DEC/CPF weights across branches

• 5 clusters: Normal, Noise, Crackle, Wheeze, Both

L_cls: Cross-entropy classification loss

L_clu: KL-divergence clustering loss

L_cos: Soft cosine similarity constraint

L_con: Group-mix contrastive loss

L_total = L_con + αL_clu + γL_cos + L_cls
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Stage 1: Multi-channel Spectrogram & Grouping06
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Mel Spectrogram

Higher resolution for low-freq components; 

uses STFT + Mel filter bank. 

Logarithmically scaled power spectrum.

Gamma Spectrogram 
(Gammatone filter bank)

Mimics cochlear processing; applies enh

ancement by frequency band and logarit

hmically scales filter outputs.

CQT Spectrogram
(Constant Q Transform)

Constant Q factor per bin; geometrically 

spaced frequencies; better low-frequenc

y resolution.

S = S₀ ⊕ S₁ ⊕ S₂     →     S ∈ ℝ^(c×m×n)  where c=3 channels, m=frequency, n=frames

From each 8-second 10 kHz audio segment, they compute three time–frequency representations:

• Mel spectrogram 𝑆0( cochlear-like resolution, log scaling).

• Gamma-tone based spectrogram 𝑆1.

• Constant-Q Transform (CQT) spectrogram 𝑆2.

These are concatenated along the channel dimension:
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Stage 2: Cycleguardian Network Architecture09
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• Each spectrogram has about 625 frames per cycle.

• Frames are grouped along time: 20 frames per group with 

a 5-frame overlap, giving multiple groups per sample.

• Each group is encoded by the Group Feature Embedding (

GFE) unit (stack of CBR/CGL/LGL blocks) to produce a gr

oup feature 𝑔𝑖.

• Grouping helps capture intermittent abnormal events like 

crackles embedded within mainly normal breathing

GFE UNIT: 
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• Direct waveform mixup can corrupt labels when abnormal segments are short; instead mixing is done at feature level.

• Within a batch, group features of each sample are partially replaced by groups from other samples, controlled by λ.

• The global feature of the mixed sample Ƹ𝑧𝑖 should have similarity ≈ λ to its original feature 𝑧𝑖 and ≈ 1 − 𝜆 to the other sample 𝑧𝑚.

• A contrastive loss 𝐿con encourages these similarity ratios, improving discrimination between different abnormal patterns.

CONTRASTIVE LEARNING WITH GROUP-MIX: 

So the intended behavior is: if the mixed sample k

eeps, say, 70% of sample 𝑖 and 30% of sample 𝑚, 

then its representation should be closer to 𝑧𝑖 than t

o 𝑧𝑚 roughly in that 70:30 proportion.
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IMPROVED DEEP CLUSTERING BASED ON SIMILARITY CONSTRAINTS

IDEC Framework:

• Uses DEC Student-t soft assignments to cluster

s.

• Auxiliary target distribution

• k = 5 clusters: Normal, Noise, and 3 Abnormal 

types.

• Adds similarity constraint to reduce overlap bet

ween cluster features

• After clustering, the Cluster Projection Fusion module collects the gr

oups assigned to the same cluster.

• Each cluster is converted into one cluster-level feature vector.

• Then these cluster-level vectors are fused with learned weights to for

m the final global representation used for prediction.

CPF module
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SIMILARITY CONSTRAINT AND JOINT LOSS

Similarity Constraint
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Results17
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• Strongest prior 4-class baseline, Patch mix (AST with pretraining), 

reaches Sp 81.66%, Se 43.07%, Score 62.37%, but needs ~380 MB.

• CycleGuardian (cos) achieves the highest specificity (Sp 88.92%) with 

small 27 MB size, but lower sensitivity (Se 33.33%).

• Final CycleGuardian (soft cos) balances this trade-off: Sp 82.06%, Se   

44.47%, best Score 63.26% among all 4-class methods, with only 38 

MB.

• In the 2-class task, CycleGuardian (soft cos) attains Sp 71.93%,            

Se  62.77%, Score 67.35%, remaining competitive with Patch mix while 

being ~10× smaller.
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• DEC improved specificity from 76% to 86%, sho

wing better separation of normal and abnormal so

unds.

• Contrastive learning raised sensitivity from 36% 

to 39%, helping distinguish abnormal classes.

• Using both modules together gave the best score 

of 61%.

• Replacing cosine similarity with soft cosine impro

ved discrimination among abnormal classes and g

ave the best overall balance.
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Limitations: 

• Low sensitivity for crackle and wheeze because of normal-sound contamination and class imbalance.

• Generalization is inconsistent across patients and devices.

• The model often mislabels abnormal cycles as normal when normal sound dominates.

Future directions: Implementation in my own research

• Patient-level multi-dataset group feature fusion.

• Cross-dataset group-mix contrastive learning.

• Dataset-aware but patient-preserving learning.

• Hierarchy: cycle → patient → dataset.
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