Mamba: Linear-Time Sequence Modeling with
Selective State Spaces

Deep Dive into SSM
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Background



RNN(Recurrent Neural Network)

Advantages

* Naturally models temporal sequences

A— AH— A — * Causal and memory-efficient

: !
; ol S q

Hard to learn long-term dependencies
e Slow training due to sequential computation

_ Alternatives
ht — f(WX Xt + Whht—l T bh) * LSTM (Long Short-Term Memory)

Ve = f(Wyht + by) « GRU (Gated Recurrent Unit)



Attention

The

didn'’t
Cross
the
street
because
it

was

too

tired

The
animal
didn’t
Cross
the
street
because

was

too
tired

Attention(Q, K, V) — softmax( 22 )V
ention(Q, K, V) = x(——
v dg

Advantages
e Captures long-range dependencies effectively
* Allows full parallelization during training

Limitations
* Quadratic time & memory complexity
* Struggles with very long sequences

Alternatives
* FlashAttention
e Performer



Overview



Overview

We propose a new class of selective state space models that
improves on prior work on several axes to achieve the
modeling power of Transformers while scaling linearly in
sequence length



Space-State Model



What is a State Space Model?

AJA EOf AtEf(state)Sf &/ S (input) S HIEICZ

NZH0 HE SX2 #8502 DYt B4

v A2}t B= Memory update®i| 204
« A= X Memory &EIlE transform, B= 2 Xl input=2 transform
- T HIHOl g > Memory HatE

v C2 D= Output projection0f 2H0]
« C= X MemoryZ22H, D= Xl input 22 H 2 2ot =
- & 2ZE9[ & > output
- D= d&7ts

{r x(t) = A(t)x(t) + B(t)u(t)
[z %E e Jo %L— y(t) = C(t)x(t) + D(t)u(t)




Discretization

W (t) = Ah(t) + Bx(t)
y(t) = Ch(t)

ZOH (zero-order hold)

(IESERESEnEREEE

hr = th—l + Ext
Yt = Ch;

A=exp(AA)  B=(AA) !(exp(AA)—1I)-AB

y(t) = Ch(t)

A
h(t+_\.)—¢=:‘Ah(f)+/ eMA~7) Bx(t + 7)dr
J0O

z(t+7) =31

A
h(t + A) = e®h(t) + (/ A ”dr) Bz,
J O

S:A—T

A A
/ AT dr — / eVds
Jo Jo

A
/ e'ds = A 1((1“_\ — 1)
0

hiiy = eh + A1 (e?® — I)Bzx,

A=pts

B=A"Y**=I)B
B =(AA) (2 - 1)AB

hk e --lhk = TS B.Tk
yr = Chi



RNN vs SSM

RNN

= f(Wx X¢ + Wyhe—q + by)
= f(W,h; + b,)

v H[E™ S

vk 7|Hl

Discretized SSM

hr — th-l + Ext



LTI System

hOZB'LEO
Yo = C - hy
h1:A°h0+B'$1
:AB.CEO—FB.CEl .
v =C-hy Train mode
=C-A-B-2g+C-B-m —>global convolution
] ) —>parallel learning
thA'h1+B'Cl?2
=A. (A-B-xo—ﬁ—g-xl)—l—B-xQ
1 B-wy+A-B-2i+ B x Inference mode
yo =C - hy —2recurrent form
— _2 >, A >, D . . .
=C- A Bm+CA-Bn +C- B —>Linear-time processing

— —fe—
K= (CB,CAB,...,CA' B,...)
y:x*f



HiPPO (high-order polynomial projection operater)

v RNN2| BHA|:
o A E X(long sequences)E RAM O 2 X 2|SHA| &t
o MtH HEE AO|H & (gradient vanishing)

v" Problem:
. EHE Do BE HEE 99

—_—

rot

MElZ Qo

ot

7 UOJOF BHL.

v Objective
lolo| ot fE M 22| &EH c(t)Ol XNHSH= X2 E HA B



HiPPO (high-order polynomial projection operater)

v Solution:
v Detail:
. 7IET w(t)Q CHEA |8 Sk g7t FORS M, g4 S

+ O ¢ (6)= kBT CHEHA

(1)

(2)

(4)

(3)
Discrete-time HiIPPO Recurrence

= Aycy + By fx

discretize

y_\_
\ 7 ft)
(t)
7 .
.u(t‘l)
0 to Time ¢ ty

0.1
clto) = [ ;;?#‘

25

J Continuous-time HiPPO ODE
2¢O = A@®)e(®) + B (1)

gl FHSt= 2 ™H AT c(HE ==
g2l ATEAM, fE g2 SASH= O 2R/ 2 &




HiPPO (high-order polynomial projection operater)

v" Solution:
« nXtO|oto| Rotet Ciatetr=2 L=l e g2 T ASHCE

v' Detail:
. 5wt Cratd 7|8t et g7t FOHRZ M, & = g0l £FES= X EA T c(H)E S
. Ol cy(D) kBT CHEHA] g, O] AISEA, FE g2 DARSHE O 21%91 2

Translated Legendre Measure Translated Laguerre Measure Scaled Legendre Measure

flt)

fit)

Time ¢ Time ¢ Time t



HiPPO (high-order polynomial projection operater)

v" Solution:

. nk}0|8}o| L3 b= g2 AL

[ot

-

Chett s 2 TAE

&

v’ Detail:
« IS w®R LAY T|Eh e g7t SRS M, &= fE ot Z™{AT cHE ==
Ol ()= kHM CHEA! g, S| ASE M, FE g2 DAISH= T |

Legendre Polynomials

15 -

1
2
(Pn*.er) - /_‘ Pm(m)Ra(m} d&? - m—_'_lémn

P, (x)




HiPPO (high-order polynomial projection operater)

v" Solution:
. nXfO|5t0] Q318 ChalstAE 2 T E B4 g2 ZABICH

v' Detail:
. 52wt Cratd 7|8t et g7t FOHRZ M, & = g0l FES= X8 AT c(HE LS
. Ol ()= KM CHEHA| g, O] HIZ2 A, 2 g2 BARSHE O 21Xl 2t

Hf:t:it — y(t) HLE(;_LH})

ﬂn(t) = (flitzgfgaf})u(ﬂ



HiPPO (high-order polynomial projection operater)

v" Solution:
« nXtO|oto| Rotet Ciatetr=2 L=l e g2 T ASHCE
v' Detail:

. MBS w(e)@F ChEHA] J|BE B g7} FOIRES W), B 2 g0 EFEHE H R AL (HE EE
. Ol ¢, ()= kMM CHEHA] g, O HEEM, FE g2 2AFSHS B 2K 0l 3

%c(t) = —%A(:(t) + %Bf(t)
((2n+1)YV2(2k+ 1)Y2 ifn >k
Ak =<n+1 itn==%k,
0 itn <k

\

b=

B, =2n+1)



Now, Train SSM with HiPPO matrix!



S4 (Structured State Space for Sequence Modeling)
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S4 (Structured State Space for Sequence Modeling)

v Problem:
« Training TFAO| A convolution G 40| HAEMO 2 O] F

e

v" Solution: Structured State Space Sequence Model
« HiPPO & & A0 CHsl 2t 2t Diagonalization

fjo
=
ujn
<Q
0%

y()

AS QHEEOZ CHZ2IS5t0] HAZES CHE
Deep SSM settingd M= AEXO = 2&0] feasibl

@ N
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y v
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S4D Recurrent View



H3 (Hungry Hungry HiPPO)

v 54 0|%, ssMe O D=3} 8t 0A}F o =2

« £75| Language Modeling®l| A 2| Structured SSM ‘3= 22| 1A} &

Mot

v’ O|Z ®|dl, Language Modeling= & S}= Transformer0| H|3H, Structured SSMO| £ A= XSt=A| S+
« 0|Z MambaZ 0|9} H| £} approach= F| &t
v BIHO =R Ched| ssM2 A 240] OFLIRE, BHLES] block EHEI0) & H complexdt §4H0] S0{2
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H3 (Hungry Hungry HiPPO)

Task Input Output
Induction Head abecdel-fghi... xgzkF | |
Associative Recall | a 2¢c 4 b3d1a 2

HoliZ! Special token Floi|

0§2{ Key-Value &2 7|sHA

ofH SXp7} AAU=X| Z0{Zl Key0ll CH$t ValueE
7|45t MAMsliL= Task ML= Task
Task Random | S4D  Gated State Spaces H3 Attention
Induction Head 5.0 35.6 6.8 100.0 100.0
Associative Recall 25.0 86.0 78.0 99.8 100.0

0t CapabilityZ} 10{1A 2 SH= Znt?
- O{tH Capability=S 20{F|0} &n}?




H3 (Hungry Hungry HiPPO)

Task Input Output
Induction Head abcdebFfghi... z2yzbk | f
Associative Recall | a 2¢c 4 b3d1a 2

Xslll Special token S0l 0{2{ Key-Value 42 7|23l M
ot SXP7t 2AU=X| Z0{Zl Keyof| i3t ValueE
7|45t WHslLl= Task ML= Task
Task Random | S4D  Gated State Spaces H3 Attention
Induction Head 5.0 35.6 6.8 100.0 100.0
Associative Recall 25.0 86.0 78.0 99.8 100.0
(1) (2)
£74 Input Floll SETt InputS X2 AlEol InputE HEE

7|28t S X2 AI-2] Memory®t H|R6H= 53




H3 (Hungry Hungry HiPPO)

v 7|ZE2| SSME Global memoryZt 7| Ij20], 12 50| US
- ZYEANSE E Xoe A= =Y

« % 53HZ FI15HY Transformer?tl| =42 = ¢

v E9|, (1)2 input]| CHH Sequence W2 22| ConvlD LayerE 70t AL E &l A S| 2

Q Q) SSI\”Idiag(SSl\Ishift' (K) ® V) SSM

?

Conv




Mamba



Mamba

v Transformer2| High Performance2t Domain-agnostic®t Robustness= FAI5HH A Sub-quadratic®t architectureo|

CHet A7t XIS &|0{RX| 2 2SSRSH HS2 LHX| RUS

alalalalala
~ S~
o \.“'O;*:Ju.n

v Mambas 11 Zz2l & ot deep structured SSM2| Hsts 0[0{Eh= AL

«  0|% AlEQ| 7|& EEQI Fast Inference= 2
* High-performances g4
53|, Language Modelling0ll= B2 Transformeret H|AE Hro| M58 20{ &

v o= gl

«  SSMQ| 85 2Hl= Selectivitys =I5t sif&

_
oo
« O|2 QI5t HA £ 0| 2X|= Hardware-aware Parallel Scan@ 2 s Z

—_ —/



What's matter with SSMS

v’ SSMs+= RNNX} CNN2| Interchangeable®t Combination
« Z1Z A LRA, Audio, Visions, 9| Continuous®t DomainO|A|= Dominant?t 42 E0 S
o OFX|OF Text2} Z = info-denseSt ! discrete?t = OF0j| Al = gt

v’ O|Q} 2tEBH A, H3R} H|==Tt Approach= F&
* Selective Copying

Copying Selective Copying

Output coa .... Cutput booao ....
mput [ (] I [ HEEEE L] ANl ---H/ AINEN

Induction Heads

Ferfectly solved by LTI {e.g. comolutional] models that do not need to lock at the actual inputs . . . . . . F R . 7 .

Solution

EX™ U =HE0 Hidden Memory0f| &= Z10| 7} 56l Of &t

r
ot



Selection

Algorithm 1 SSM (54) Algorithm 2 SSM + Selection (S6)
Input: x:(B,L,D) Input: x:(B,L,D)
Output: y: (B,L,D) Output: y:(B,L,D)
1: A:(D,N) « Parameter 1: A:(D,N) « Parameter
> Represents structured N x N matrix > Represents structured N X N matrix
2: B:(D,N) « Parameter 2: B:(B,LN) « sg(x)
3: C: (D,N) « Parameter 3: C:(B,L,N) « sc(x)
4: A: (D) « tp(Parameter) 4: A: (B,L,D) « ta(Parameter+sy(x))
5: H,E: (D,N) « discretize(A, A, B) 5. A B: (B L DN) « discretize(A, A, B)
6: y — SSM(A, B,C)(x) 6: y «— SSM(A, B,C)(x)
> Time-invariant: recurrence or convolution > Time-varying: recurrence (scan) only
7: return y 7: return y

sg(x) = Lineary(x)
sc(x) = Lineary(x)
spl(x) = Broadcastp(Linear,(x))



Selection

S—
xt \'\ B I— k“—h C yt
\\ t J -~ L
N S N, 3
N D iscretize I;I Ay
Project T

— Selection Mechanism

Algorithm 2 SSM + Selection (S6)
Input: x:(B,L,D)
Output: y: (B, L,D)
1: A: (D,N) « Parameter
> Represents structured N x N matrix

: B: (B, L, N) — SB(X')
: C:(B,L,N) « s0(x)
: A (B L,D) « tp(Parameter+sp(x))
. A, B: (B.L.D,N) « discretize(A, A, B)
. y « SSM(A, B, C)(x)
> Time-varying: recurrence (scan) only

oW e W

=

return y




Selection

ZOH
Discretization | Algorithm 2 SSM + Selection (S6)
A=ex (AA) Input: x : (B,L,D)
o 1 Output: y : (B,L,D)
B = ( ) (EXP(AA) o I) -AB 1: A : (D,N) < Parameter
— S > Represents structured N X N matrix
2: B : (B,L,N) « sz(x)
3: C : (B,L,N) « sq(x)
A-0: A — oo 4: A : (B L,D) « t (Parameter+s,(x)) 75 = softplus
#11 Hidden State 4| SXH Inputol| CHSt
S7 Input 24| o1t =7} 5: : (B,L,D,N) « discretize(A, A, B)
6: y - SSM(A B,C)(x)

B> Time-varying: recurrence (scan) only

>

return y




Mamba

SSM SSM
— ® © o

Conv Conv

I [
| 74 S/ B | WA
H3 X Gated MLP o Mamba

Linear
projection

Sequence
transformation

Monlinearity

(activation or
multiplication)



Training

v Convolution 84t E7ts
* Train Parallelism? -> Parallel scan!

|

L I

- =

|

| |

- =l

[Mamba Convolution]

. Input

Kernel

]|
.| Wl
3|
@
ol
|

| o
|

Syl

= IO

. =l

1}

NN -

L, =l

&yl

[SSM Convolution]

ses Input

Kernel

- =l
ol
. &l
ol
=l

da| X
|



Training

v Convolution g4t 27t
* Train Parallelism? -> Parallel associative scan!

[Mamba Parallel Scan]

B B 5 B
@ + Bx Bx + Bx
A A Sweep-down
A
(. Jesx | Sweep-up
A i

............................................................................

Parallel computation O(n/ft)



Scan

v Convolution 84t E7ts
* Train Parallelism? -> Parallel scan!

Looks Like O(n)...
H, = Boxg Cannot Compute H, Before H,

H1 — Al (BOXO) + B1X1 —

H, = A3(A1Boxo + B1x1) + Baxo
— Ay A{Bgxg + AyB1x7 + Boxo

H; = A5(A2A1Boxg + A2B1x; + Baxs) + Baxg V
= A3A2A1Boxo + A3A3B1x; + A3Baxs + Bsxs




Scan

v Convolution 84t E7ts
* Train Parallelism? -> Parallel scan!

o)

Compute Matrices Multiplication

HO — EOXO with Multiple Threads

H; = A1(Boxo) + Bi1x3

= A1Boxo + B1x;
H, = Ag(AlBUX(} + B1x1) + Bax

= A2A1B0X0 + AyB1x; + Boxo -
H; = A3(A3A1Boxo + AxBix; + Baxa) + Bsxs

= A3A5A1Boxo + AsA3B1x; + AsBaxs + Baxs

v

Complexity Drops to
0(n/T)



Scan

v Convolution 84t E7ts
* Train Parallelism? -> Parallel scan!

o)

Compute Matrices Multiplication

HO — EOXO with Multiple Threads

H; = A1(Boxo) + Bi1x3

= A1Boxo + B1x;
H, = Ag(AlBUX(} + B1x1) + Bax

= A2A1B0X0 + AyB1x; + Boxo -
H; = A3(A3A1Boxo + AxBix; + Baxa) + Bsxs

= A3A5A1Boxo + AsA3B1x; + AsBaxs + Baxs

v

Complexity Drops to
0(n/T)



Evaluation



Selective Copying

MoODEL  ARCH. Layer  Acc.

54 No gate 54 18.3

- No gate S6 97.0

Selective Copying H3 H3 S4 57.0

Hyena  H3 Hyena 30.1

Dutput ooao . . . . = H3 Sﬁ 99.7
: - Mamba 54 56.4

Input Ny === [ BEEE - Mamba Hyena 28.4
Mamba Mamba  S6 99.8

Table 1: (Selective Copying.)
Accuracy for combinations of architectures
and inner sequence layers.



Induction Heads

Induction Heads Extrapolation

1.0 4 e
0.8 - — MHA-Absolute
e MHA-RoPE
gu_ﬁ_ MHA-xPos
g
Induction Heads < "
0.2 4
EEREEER--OON -8 7]
e 1 1 1w08 108

Test Sequence Length

Table 2: (Induction Heads.) Models are trained on sequence length 2° =
256, and tested on increasing sequence lengths of 2° = 64 up to 2%° =
1048576. Full numbers in Table 11.



Scaling Law

2%10" Scaling Laws on The Pile (Sequence Length 2048) %10 Scaling Laws on The Pile (Sequence Length 8192)
Hyana Hyana
) RWKV @ RWKV
3 Transformer 3 Transformer
g RetNet :. —— RetNet
H3++ — HE
% ; Transformer++ % ; s Transformer++
£ w0 — £ 104 — i
: P
ﬁ ] 1““ L] T T T Ll T T L] | T T L} L] T L] T T l T ﬁ L 1w T T T T T T T T l T L] Ll T L} T L} T |
10" 10% 10" 1020
FLOPs (log scale) FLOPs (log scale)

Figure 4: (Scaling Laws.) Models of size ® 125M to = 1.3B parameters, trained on the Pile. Mamba scales better than all other
attention-free models and is the first to match the performance of a very strong “Transformer++” recipe that has now become standard,
particularly as the sequence length grows.



Downstream

MoDEL Token. PiLE LAMBADA LAMBADA HerraSwac PIQA  Arc-E  Arc-C WINOGRANDE  AVERAGE
PPL |  PPL| acc T acc T accT accT  accT  acel acc T
Hybrid H3-130M  GPT2 — 89.48 25.77 31.7 64.2 44.4 242 50.6 40.1
Pythia-160M NeoX 29.64 38.10 33.0 30.2 61.4 43.2 24.1 51.9 40.6
Mamba-130M NeoX 10.56 16.07 44.3 35.3 64.5 48.0 24.3 51.9 44.7
Hybrid H3-360M  GPT2 — 12.58 48.0 41.5 68.1 51.4 247 54.1 48.0
Pythia-410M NeoX 9.95 10.84 514 40.6 66.9 52.1 246 53.8 48.2
Mamba-370M NeoX 8.28 8.14 55.6 46.5 69.5 55.1 28.0 55.3 50.0
Pythia-1B NeoX 7.82 7.92 56.1 47.2 70.7 57.0 27.1 53.5 51.9
Mamba-790M NeoX 7.33 6.02 62.7 55.1 721 61.2 29.5 56.1 57.1
GPT-Neo 1.3B GPT2 — 7.50 57.2 48.9 71.1 56.2 25.9 54.9 52.4
Hybrid H3-1.3B GPT2 — 11.25 49.6 52.6 71.3 59.2 28.1 56.9 53.0
OPT-1.3B OPT — 6.64 58.0 53.7 72.4 56.7 29.6 59.5 55.0
Pythia-1.4B NeoX 7.51 6.08 61.7 52.1 71.0 60.5 285 57.2 55.2
RWKV-1.5B NeoX 7.70 7.04 56.4 52.5 72.4 60.5 294 54.6 54.3
Mamba-1.4B NeoX 6.80 5.04 64.9 59.1 74.2 65.5 32.8 61.5 59.7
GPT-Neo 2.7B GPT2 — 5.63 62.2 55.8 721 61.1 30.2 57.6 56.5
Hybrid H3-2.7B GPT2 — 7.92 55.7 59.7 73.3 65.6 323 61.4 58.0
OPT-2.7B oPT — 5.12 63.6 60.6 74.8 60.8 313 61.0 58.7
Pythia-2.8B NeoX 6.73 5.04 64.7 59.3 74.0 64.1 32.9 59.7 59.1
RWKV-3B NeoX 7.00 5.24 63.9 59.6 73.7 67.8 33.1 59.6 59.6
Mamba-2.8B NeoX 6.22 4.23 69.2 66.1 75.2 69.7 36.3 63.5 63.3
GPT-J-6B GPT2 - 4.10 68.3 66.3 75.4 67.0 36.6 64.1 63.0
OPT-6.7B orT - 4.25 67.7 67.2 76.3 65.6 34.9 65.5 62.9
Pythia-6.9B NeoX 6.51 4.45 67.1 64.0 75.2 67.3 35.5 61.3 61.7
RWKV-7.4B NeoX 6.31 4.38 67.2 65.5 76.1 67.8 37.5 61.0 62.5




Audio Generation

Table 4: (SC09) Automated metrics for unconditional generation on
a challenging dataset of fixed-length speech clips. (Top to Bottom)

Autoregressive baselines, non-autoregressive baselines, Mamba, and
dataset metrics.

MoDEL Papams NLL| FID| IST MIST  AM |
SampleRNN 35.0M 2.042 8.96 1.71 3.02 1.76
WaveNet 4.2M 1.925 5.08 2.27 5.80 1.47
SaShiMi 5.8M 1.873 1.99 5.13 42.57 0.74
WaveGAN 19.1M - 2.03 4.90 36.10 0.80
Diff Wave 24.1M - 1.92 5.26 51.21 0.68

+ SaShiMi 23.0M - 1.42 5.94 69.17 0.59
Mamba 6.1M 1.852 (.94 6.26 88.54 0.52
Mamba 24.3M 1.860 0.67 7.33 144.9 0.36
Train - - 0.00 8.56 292.5 0.16

Test - - 0.02 8.33 257.6 0.19




Speed
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